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ABSTRACT 

It is important for students to be able to select and apply the 
appropriate data structure for the problem to be solved.  Testing 
this knowledge on exams can be difficult, however.  We examined 
59 data structures final exams and found only 36 that contained 
questions involving the application of data structures. To promote 
assessment of this knowledge in the data structures course, we 
present a framework for classifying apply exam questions, with 
illustrations from the exams collected.  We then show how a 
number of questions can be developed by varying a single rich 
apply question along the dimensions of this framework.    

Categories and Subject Descriptors 
K.3.2 [Computers and Education]: Computers and Information 
Science Education –Computer Science Education 

General Terms 
Algorithms, Measurement 

Keywords 
CS2, data structures, exams, apply, assessment 

1. INTRODUCTION 
Courses in data structures have been offered in computer science 
programs for a long time; it was one of the core courses proposed 
in the first ACM curriculum guidelines, Curriculum 68 [1], and 
has existed in one form or another in every curriculum 
recommendation since. The topics suggested in 1968 include 
many that are still familiar in data structures courses, including 
lists, stacks, strings, trees, and graphs. 

The exact expectations for students in data structures courses 
vary, but generally include understanding what operations the 
standard data structures provide, alternative ways to implement 
these structures, their performance characteristics, and how they 
might be applied in solving problems. In this paper, we focus on 

questions that require students to apply their data structures 
knowledge to solve problems, “apply questions” for short. These 
questions were relatively rare in our dataset. In the hopes of 
facilitating development of apply questions, we present a 
framework for classifying them with examples from our data, and 
suggestions for generating new questions by varying a single 
question along the dimensions of our framework.  

This paper is structured as follows. In Section 2 we provide 
background, discussing a similar analysis of data structures 
questions, work that proposes greater emphasis on application in 
data structures courses, and work relating assessment to course 
content. In Section 3 we discuss an approach for categorizing 
exam questions along a number of dimensions of variation.  In 
Section 4 we use these dimensions to categorize a fairly 
substantial (and challenging) problem taken from a data structures 
exam, and illustrate how different exam questions can be 
produced by varying a problem along these dimensions.  These 
variations can be used to change the difficulty of a problem and to 
shift the problem’s emphasis. We conclude in Section 5 by 
discussing how our findings can be used by classroom instructors. 

2. BACKGROUND 
Simon et al. [9] analyzed the stack and hashtable questions in a 
large dataset of data structures exams drawn from 14 schools over 
a 36-year period. These exams included true-false, multiple-
choice, short-answer, and essay questions, as well as questions 
where students are asked to draw diagrams or write code. 
Focusing on the stack and hashing questions (about 19% of the 
questions by points), the researchers developed a classification 
scheme that sorted the questions based on their position relative to 
the interface, that is, whether they required knowledge of the 
implementation, only of the operations provided, or of the 
operations and how to apply them to solve a problem. They found 
relatively few application questions and no clear increase in the 
number of such questions over time.  
 
The scarcity of apply questions even in the recent exams was 
surprising, given the literature. Before the advent of frameworks 
such as the Standard Template Library in C++ and the Java 
Collections Framework, CS2 courses necessarily emphasized the 
implementation of data structures over their application. But by  
2003, Tenenberg  [10] argued that students would be better served 
by learning how to use frameworks or libraries. The following 
year, Lister et al. [8] acknowledged the growing “implement” 
versus “apply” debate, urging instructors to first consider why 
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they teach the data structures course. The 2007 LACS model 
curriculum [4] recommends that liberal arts students should learn 
to both apply and implement data structures.  By the time Yarosh 
and Guzdial described their media-computing approach to CS2 
[11], the idea of emphasizing data structures’ application over 
implementation was treated as mainstream – they had moved on 
to asserting that one needs a compelling context in which to apply 
data structures. Similarly in 2009, when arguing that it was time 
for a third “generation” of CS2 (one in which the emphasis is on 
applying and extending frameworks), Ernst et al. [6] took it for 
granted that the “second generation of this course focused on 
using these basic data structures to solve meaningful problems 
…”  

Biggs' theory of constructive alignment [2] advocates an 
educational approach in which student assessment activities 
connect with the intended outcomes of the course. If educators are 
practicing constructive alignment, final exam questions should 
therefore reveal something about an educator’s objectives for the 
course. Even if faculty are not employing constructive alignment, 
the questions shed light upon what students are implicitly being 
told is important. Boud [3] observed that “Assessment methods 
and requirements probably have a greater influence on how and 
what students learn than any other single factor”, and Gibbs et al. 
[7] found similar results when surveying studies of student 
learning: “Whether or not what it is that assessment is trying to 
assess is clearly specified in documentation, students work out for 
themselves what counts – or at least what they think counts, and 
orient their effort accordingly. They are strategic in their use of 
time and ‘selectively negligent’ in avoiding content that they 
believe is not likely to be assessed.” 

3. PROPOSED FRAMEWORK 
From the original collection of 88 exams, for this work we 
examined a subset of 59 final exams from 10 different institutions.  
We selected exams that had been identified as potentially having  
questions that fell into one of the two “apply” categories used in 
[9], either Apply-given or Apply-select.  An Apply-given question 
requires the student to know or explain how a given data structure 
could be used to perform some task, where the task is beyond 
simply calling a given sequence of data-structure routines. An 
Apply-select question requires the student to choose an 
appropriate data structure for a specific task as well as knowing or 
explaining how to apply it. Apply questions may ask students to 
select the most appropriate data structure based on algorithm 
efficiency, so long as students are not required to have specific 
implementation details and encapsulation is not broken.   

Each researcher reviewed a subset of the 59 exams and identified 
all “apply” questions.  The “apply” questions were collated and 
features of their design space began to emerge. Each question was 
classified within each of the dimensions (given or select, single or 
multiple data structure, recognizing or generating code, and length 
and type of question).  Here we propose a framework for defining 
these possible dimensions of apply questions using examples from 
our dataset to illustrate. 

3.1 Given / Select Dimension 
Although Apply-given and Apply-select are presented above as a 
binary choice, they are two ends of a spectrum. Below, we give 
some examples to illustrate the range, ordered from the Apply-

given end of the spectrum to Apply-select.  Variations that can 
affect a problem’s difficulty are described as well.  

One kind of Apply-given problem asks the student to use a known 
ADT to write another method for the same ADT.  For example:    

The diameter of a tree is the maximal number of vertices on a 
path from one vertex in the tree to another. (The diameter of 
an empty tree is 0.)  [some examples given]1  Note in 
particular that the relevant path does not necessarily include 
the root of the tree. 

Write a BinaryTree method named diameter that returns the 
diameter of the tree. Assume that each tree node contains its 
height in a field named myHeight. 

A student might be required to use a single known data structure 
to solve a problem unrelated to that ADT:   

Show how to implement the stack ADTs [sic] using only a 
priority queue and an additional integer variable. 

Another example requires students to work on two known 
structures:    

Consider a composite data structure to represent an inventory 
of items, declared as follows. It contains as private data 
members [a list of name-cost pairs, sorted by cost, and a hash 
table of these pairs, indexed by name] 
 
Items are identified uniquely by name; i.e. there shouldn’t be 
two items with the same name. Elements of the sortedByCost 
list appear in decreasing order by cost, except that if there are 
more than one item with the same cost, those items appear in 
the list alphabetically by name. The corresponding items 
should also all be represented in the hash table, which is 
accessed by hashing a name, then searching the 
corresponding chain for a pointer to the item with that name. 
 
[Gives rationale for consistency checking, then the student is 
asked to implement two consistency checks for these data, 
defined as:] 
 
Duplicate check: no two items represented in sortedByCost 
should have the same name; no two items represented in 
hashTable should have the same name. 
 
Correspondence between components: Every item 
represented in sortedByCost should also be represented in 
hashTable, and vice-versa. 

 
Near the middle of the spectrum are Apply-given problems where 
students are provided a set of possible data structures from which 
to choose, as in: 

Which of the following would be best suited as part of the 
implementation of the back button on a Web browser? 

a. a Stack    b. a Queue    c. a Priority Queue    d. a List         
e. a Tree    f. a Dictionary 

This is still considered an Apply-given question as the alternatives 
are chosen from an explicit set. 

                                                                 
1 Due to length restrictions, we use square brackets here to replace 
parts of the exam questions with comments. 
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Apply-select questions require students to choose at least one 
ADT or data structure, as in the following set of questions: 

Give the abstract data type and data structure 

(implementation), if it makes a difference, that would be 
used to implement each of the following: 

1. Finding a BFS spanning tree 

2. Finding a DFS spanning tree 

3. Heap 

4. Simulation of  airplanes waiting to land  

5. Algebraic expressions without parenthesis 

Context can make problems requiring the selection of a single 
data type more challenging. For example:   

Your company, Nocturnal Avionics, is designing a new web 
browser. Your task is to reimplement its “Back” and 
“Forward” capabilities. These should work as follows: 
[problem includes description of Back and Forward behavior, 
plus available methods from old browser that is to be 
extended] 

Specifically, do the following parts: 

(a) Explain your design in general: What data do you store, 
what sort of structure(s) will you use, and when will you 
store and retrieve data? When do you enable and/or disable 
the buttons? How do you detect when this should be done? 

 (b) Complete the class definition. Remember to add 1) any 
necessary instance variables, 2) any initialization code in the 
constructor, and 3) methods for back(), forward(), and 
getAndDisplayPage(). 

Moving along the spectrum, some problems require multiple data 
structures, with some unknown and perhaps some given, for 
example: 
 

Given below and on the following pages is the framework for 
a program to escape from a maze. (A sample maze is shown 
on the right.) In pseudocode sufficiently detailed that a 
fellow student could convert it immediately to Java, 
complete the search method. 

Make clear what data structures you’re using for auxiliary 
storage. (A hash table will be useful.) Don’t use recursion. 
Assume that the maze is large enough to make a solution that 
involves linear searches impractical. 

In other problems, little or no guidance is provided as to what data 
structures are needed: see, for example, the problem in Section 4.  

Summarizing, the Apply-given – Apply-select continuum ranges 
from tasks performed on known structures to choosing a data type 
from a given set to problems requiring multiple unspecified data 
structures.  

A similar continuum might be used to describe some of the more 
algorithmic problems, from more to less guidance.  At one end, 
problems might ask for modification of some code (for example, 
one problem asked students to modify given topological sort code 
to find the longest path in a directed acyclic graph) or an 
algorithm (another problem asked students to modify the Prim-
Jarnik algorithm for minimum spanning tree to be efficient when 

all edge weights are 1 or 2).  At the other end, the student might 
be given little guidance beyond a definition, as in the following:   

A triangle in a simple undirected graph G=(V,E) is a set of 3 
distinct vertices u,v,w such that (u,v), (v,w), and (u,w) are all 
edges in E. Describe an efficient algorithm for testing 
whether a given graph G with n vertices and m edges has a 
triangle. To receive full credit, the algorithm must run in 
O(n+m) time.2 

3.2 Single / Multiple Dimension 
Most of the apply questions concentrated on a single data 
structure, assessing student understanding of that specific 
structure.  Examples of this type include using a stack to balance 
parentheses, using a queue to simulate a bank teller line, or using 
a binary search tree to represent a spell-checker.  Questions may 
ask the student to write the solution algorithm, select the correct 
algorithm, or select the correct (single) data structure for the 
solution. 

The other end of this spectrum is represented by questions that 
involve multiple data structures for the application solution.  
These questions generally follow a pattern of describing the 
application domain (bookstore, medical database, stock 
transactions) followed by a description of possible 
implementation solutions involving one or more data structures 
(e.g., a linked list for storing book information, an array for 
storing room information and a binary search tree for patient 
information).  Students are asked to select the best solution for 
specific operations (adding books, printing by ISBN number, etc.) 
or for the overall solution.  Most of these questions test the 
student’s knowledge of the efficiency of operations of specific or 
combinations of data structures.   

Examples of problems involving multiple data structures where 
efficiency was not the primary question were similar to those 
examples given in Section 3.2.  In these questions, it is the use of 
the data structure that is being assessed.  There was also a single 
question that asked students to increase the efficiency of a graph 
algorithm by writing the pseudocode solution, including 
identifying any and all data structures used in the solution, a 
combination of both use and efficiency. 

3.3 Recognizing / Generating Dimension 
This dimension applies specifically to questions that involve 
reading or writing code (including pseudocode). It is common for 
the coursework component of CS2 to contain programming 
assignments through which students demonstrate their ability to 
apply data structures.  It should therefore not be surprising that 
questions involving code also appeared on the exams in our 
sample.  Code questions ranged in format from problems 
requiring students to write substantial amounts of code, to 
multiple-choice questions in which students were to select a code 
sequence with the desired effect.  We refer to the former as 
generate problems, and the latter as recognize problems, since 
students must at least recognize which code sequence correctly 
applies a data structure.   

The most involved of the generate questions required that 
students complete non-trivial programming tasks such as 
extending a web browser class and adding functionality to the 

                                                                 
2 The authors believe this should be O(n*m) time. 

355



forward and back buttons, for example, or implementing the 
backtracking search mechanism in a program that packed 
collections of virtual rectangular blocks as compactly as possible.  
Students were not given any guidance as to which data structures 
might be useful. 

A variety of approaches for reducing the complexity of code-
writing questions were observed.  Some problems allowed 
students to write answers in pseudocode, for example.  Other 
questions explicitly specified which data structures should be 
used.  (E.g. “Write code to sort an array of integers using a 
priority queue.” or “Determine if parentheses are balanced using a 
stack.”)   We also saw problems where students were asked to 
modify existing code instead of creating it from scratch.  For 
example, the problem asking students to modify a topological sort 
routine so that it instead returned the longest path in a DAG. 

While most problems involved standard data structures, some 
tested students’ abilities to apply structures that they had 
presumably never seen.  (One such problem introduced a data 
structure for representing 2D bitmaps and asked students to solve 
problems involving pixel placements.)  Some problems asked 
students to apply data structures to themselves — extending a Set 
class to include methods for union and intersection, but 
implementing them in terms of existing Set operations, for 
example. 
 
At the other end of the spectrum, code recognition problems 
assess whether students understand the behavior of code provided 
by the instructor.  Two different variations on this theme were 
observed in the sample exams:  Multiple-choice problems in 
which students selected the code sequence with the correct 
behavior, and problems where the instructor asked questions 
about code presented to the students. An example of the former 
presented four different Scheme expressions and asked students to 
circle the answers that performed a specified database query 
correctly. An example of the latter problem style showed a list-
processing procedure and asked about its behavior when adding 
new items to a list. 

In the set of sample exams we inspected, code generation 
problems appeared much more frequently than code recognition 
problems. One might speculate that recognize problems, while 
being simple to grade, are more challenging to construct, or 
perhaps instructors are simply less familiar or less comfortable 
with this problem style.  Parsons problems, which present students 
with all of the lines of code required to solve a problem but 
require students to sequence those lines properly, might be a 
useful addition to the repertoire as well. [5] 

3.4 Length Dimension 
Many apply questions are quite long. Their length may be part of 
the reason we found relatively few of them. Longer questions 
require greater creative effort from instructors and in addition, can 
place a higher cognitive load on students.  
 
There is a strikingly wide variation in the length of the apply 
questions we found, however, from several lines to several pages. 
We discuss one of the longer questions in detail in Section 4. In 
this section, we include several illustrations of shorter questions. 
 
Here’s a short multiple-choice question: 

 
A group of brief short-answer questions was given above in 
Section 3.1.  All the student would need to read to answer one of 
these, for example, is the following: 

 
One very short code question involved using the tree ADT to 
write an additional operation: 

 
The following short essay question involved the game of Go: 

 

3.5 Type-of-Question Dimension 
The apply questions we found were not just open ended code 
questions. We found multiple-choice, short-answer, and essay 
questions that also involved applying data structures.  Additional 
questions can be obtained by varying a question’s format. For 
example, compare the web-browser multiple choice question and 
the Nocturnal Avionics example from Section 3.1.  

Another way to classify apply questions is according to their 
application domain. One of the reasons for the length of some 
apply questions is that they involve a long description of their 
domain.  We saw two ways in which the difficulty of writing (and 
reading) long questions might be avoided. One solution for the 
instructor is to “parameterize” the domain. For example, there 
were questions involving collections of student, medical, 
bookstore, airline, and restaurant information. An instructor who 
writes a good question about organizing or searching through one 
of these collections could generate many additional questions by 
simply varying the domain.   

A second solution is to use the methods of one data structure or 
ADT to build another method for the same ADT or a new ADT. A 

Which of the following would be best suited for use as part 
of a program modeling the arrival of patients to an 
emergency room in a hospital? 

a. a Stack    b. a Queue    c. a Priority Queue    d. a List    

e. a Tree    f. a Dictionary 

Give the abstract data type and data structure 

(implementation) if it makes a difference, that would be 
used to implement each of the following: … 

4.  Simulation of airplanes waiting to land  

Write a recursive definition to determine if a tree is a two-
tree. 

Go is a two-player game, played on a square board consisting 
of a number of crossing lines (usually 9x9, 13x13, or, for 
official tournaments, 19x19). Each move in the game 
involves placing a small stone on the intersections of two of 
the lines.  If a group of stones becomes surrounded by stones 
of the opposite colour, they are removed.  Stones are not 
otherwise moved.  The player with the most stones on the 
board at the end is the winner. 
 
For example, the board below shows the state of play after 
each player has moved twice. [image omitted] 
 
Outline how you might represent the state of a Go board in 
Java. 
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compact example of this type of question is the implementation of 
a stack using a priority queue example found in Section 3.1. 

These questions have the advantage that the domain (data 
structures) is covered in the class itself, so a lengthy explanation is 
generally not required. They are both simpler for the instructor to 
write and shorter for students to read. On the other hand, if used 
exclusively, they might give the impression that data structures 
are not useful outside the course itself. 

4. EXAMPLE AND VARIATIONS 
We close with a relatively rich exam problem (shown in Table 
4.1), which yields several interesting variations. 

The framework just described classifies this problem as follows: 

• Apply-select:  Potential data structures for a solution include 
a hash table, a binary search tree, and a sorted array. 

• Multiple data structures: The USPS list and the mailing. 

• Generating:  Student is asked to write code. 

• Length: The problem is 263 words long. 

• Type of question: A solution involves pseudocoding the 
algorithm (code) and analyzing it (essay). 

 

Table 4.1: A sample of a rich, medium-length question. 
 

One obvious modification to move the problem somewhat from 
"select" closer to "given" is to add the statement "With a suitable 

preprocessing step, the processing step can be done in O(m log 

m), where m is the size of the mailing."  

In the abstract, this problem involves two sequences, one sorted 
and the other not. Variations arise from strengthening or 
weakening the order of the sequences. For example, if both are  
unsorted:  

You are given two sequences S1 and S2 of keys (not in any 

particular order) with the length of S1 approximately twice 

the length of S2. Provide a pseudocode algorithm that 

determines if every element of S2 is also in S1. Your 

algorithm should run as quickly as possible in the big-Oh 
sense. 

A correct solution to this problem involves the same 
preprocessing as the Postal Service problem, but a simpler 
processing step. This moves the problem from requiring multiple 
data structures to requiring just one. It is also shorter (53 words). 

To move the problem from “generate” to “recognize,” the 
instructor could include all or part of a solution, plus incorrect 
variations on the solution, and ask the student to choose the 
correct version.  

Another variation involves a change in domain. For example, we 
might consider a sequence of pairs, each pair representing 
information on a freeway exit sign: 

Exits from United States interstate highways each have a 
name and an exit number. The name is typically a town or 
city name. The number is often the distance in miles from a 
base point, either the start of the freeway or a state boundary. 
(Examples may be found by Googling "interstate highway 
sign".) 

Design a data structure for storing a sequence of exits, each 
exit consisting of a String name and an int distance. The 
constructor for the data structure need not run efficiently; 
however, your design should make the following operation 
as fast as possible ... 

Candidates for the operation to optimize include the following, 
ordered roughly from easiest to hardest: 

• Given the name of an exit, return the corresponding distance 
from the base point. 

• Given an exit number, return the name of the exit. 

• Given a distance from the base point, find the nearest exit. 

This problem could be categorized as an Apply-select, single data 
structure, generation of code. It could also be stated as a multiple-
choice problem, where students are given the operations and 
asked to match them with the data structure used (hash table or 
binary search tree) or the corresponding running time. 

5. DISCUSSION 
When asked the purpose of a Data Structures course, most 
instructors would include in their answer “Teaching students 
about different data structures with the goal of having students 
select the most appropriate data structure for the application 
problem.”  Many instructors include implementation of specific 
data structures, as is evidenced by the number of implementation 
questions found in the original analysis [9].  Fewer assess the 
students’ ability to apply these same data structures within 
application problems.  If our goal is to ascertain whether our 
students can select and apply appropriate data structures, then our 
test questions should reflect that goal.   

Problem  

The U.S. Postal Service gives price discounts to businesses that 
pre-sort their outgoing mail according to the route taken by a mail 
carrier. To assist a business in the sorting process, they provide a 
list of addresses visited by the mail carrier arranged in the order 
that he or she would visit them. Each address is a character string, 
for instance, “[82 Main St.]” or “[395 Maple]”. 

Suppose you are a programmer in a business that wishes to save 
money on its mailings. You are in charge of a data base, each 
record of which contains an address that matches one of the 
addresses in the Postal Service’s list. Each mailing is sent to a 
subset of the addresses in the data base. You are to design a 
pseudocode algorithm that, given a list of the addresses for a 
mailing, sorts them according to their ordering in the Postal 
Service list.  

The algorithm you are to design has two steps:  

1. Preprocess the Postal Service list in such a way as to make 
step 2 as efficient as possible.  

2. Rearrange the elements of the mailing as just described.  

Your design should include an estimate of the algorithm's running 

time in terms of m, the number of addresses in the mailing, and p, 

the number of addresses in the Postal Service list. Step 2 should 
run as quickly as possible in the big-Oh sense. Step 1 need not be 
efficient at all. There are no memory constraints on the algorithm. 
Assume that the Postal Service list is much larger than the 
mailing. 
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This paper offers guidance and encouragement to instructors 
wishing to assess the data structure-application component of their 
courses.  It demonstrates, by summarizing the different 
dimensions represented by a collection of CS2 exams, that there 
are numerous approaches for testing students' ability to apply data 
structures: We can ask them to apply data structures by giving 
them a specific data structure for the solution, or by asking them 
to select the most appropriate data structure for a problem domain.  
We can ask students to apply a single data structure, or use 
multiple data structures in the solution to test deeper 
understanding. We can ask them to recognize correct solutions to 
the application problem, or to generate the solution from their 
knowledge. 

Problems involving applying data structures to another domain are 
typically lengthy, requiring more time for the student to both read 
and understand the question.  However, once the application 
domain information has been presented, instructors have the 
option of asking several questions covering that single application 
problem.  Different data structures can be proposed for the 
solution, different operations can be emphasized, students can be 
asked to not only select the answer, but to defend their response.  
Apply questions can be structured into any type of question, from 
multiple choice, to short answer, to generating code solutions. 

We would encourage CS2 instructors to develop one or more 
“deep” application questions which can then be altered in various 
ways to assess different knowledge and allow re-use of the 
question in future terms.  Re-use can also occur by shifting 
domains, as illustrated in Section 4. 

“Good” apply questions in the data structures course presuppose a 
"good" set of programming projects.  A good programming 
project, from the standpoint of apply questions, would be those 
that have multiple solutions, are modular, and represent an 
instance of a standard pattern (e.g. backtracking search, tree 
processing, database implementation).  Questions then arise 
naturally from tweaking the problem specifications or addressing 
a related problem. Basing the exam question on work the students 
have already seen uses the context to reduce the length of the 
exam problem statement. 
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